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Introduction. Social collectives exhibit complex dynamics. Guided by explicit as well as implicit communication,
social groups organize their sequential behavior. In this work we introduce a normative approach to learning intelligent
swarm behavior based on phenomenologically-grounded rewards and Deep Multi-Agent Reinforcement Learning
(MARL). More specifically, we propose a scalable MARL environment which is designed to reinforce desirable
behavioral traits observed in fish schools. While traditional work on modeling swarm dynamics has been focused on an
evolutionary stochastic dynamical systems perspective (e.g. [8, 4]), little efforts have been made to train a large set of
cooperative agents in a reinforcement-based fashion. This work provides a first point of study for a top-down functional
approach for learning complex swarm behavior. The preliminary results outlined below are very much work-in-progress
and originated during a lab rotation from January to March of 2019 at Henning Sprekeler’s Lab at the TU Berlin.
Background. Value-based RL methods (see e.g. [9]) infer an estimate of the values of state-action pairs with the
help of normative reinforcements. In large state and action spaces tabular lookup tables fall victim to the curse of
dimensionality. To overcome this problem, one can make use of powerful function approximations (e.g. deep neural
networks). Instead of learning each state-action value of the table, one approximates it, i.e. Q(s, a) ≈ Q(s, a; θ). These
architectures are flexible enough to generalize across the state and action space and have been successful applied in
many different domains [6, 7]. In practice these architectures are trained via stochastic gradient descent and approximate
gradients are based on transition tuples < s, a, r, s0 > stored in an experience replay buffer [5]. To stabilize the learning
process, a separate target network is used to compute the bootstrap estimate.
A simple MARL extension to DQNs is given by Independent Deep Q Learning (I-DQNs; [10]). Given a set of N agents
each agent is associated with a shared network architecture and agent-specific parameters θi . The agents are trained
independently, i.e. based on agent-specific buffers. The individual objective of each agent is given by
h
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I-DQNs do not utilize the notion of communication. Still, they have been shown to provide a good baseline for many
MARL applications [10].
An Environment for Learning Complex Swarm Dynamics. Due to the non-stationary and thereby unstable learning
process of simultaneously adapting agents, only very few endeavors have been done in order to understand the behavior
of large sets of agents. Here we propose a first discrete action and state space baseline environment for simulating swarm
dynamics in a normative driven fashion. The state space is given by a discrete grid, S ≈ Zd×d×n
, where each agent
+
i = 1, . . . , n is assigned a two-dimensional coordinate vector. The action space, on the other hand, allows instantaneous
transitions to any adjacent cell in the grid. Furthermore, the state transitions follow periodic boundary conditions,
i.e. an agent who crosses a border reenters on the opposite side of the border. Following a competitive-cooperative
approach the proposed environment introduces an adversarial predator. The predator computes a target agent based
on their nearest neighbor and greedily follows them. In 10 percent of the state transitions the target is updated, again
based on the current nearest neighbor. The episode terminates once the predator collides with an agent. Ultimately, the
top-down design of the reward function is based on phenomenological motifs observed in freely behaving fish schools.
It constitutes four central objectives:
1. Attraction: Swarms act as collectives, the agents desire to stay connected to their neighbors. The integervalued thresholds describe the desired proximity in terms of the Chebyshev distance.
2. Repulsion: If the neighbors come too close to the agent, the danger of collision is assumed to lead to a distress
and negative reinforcement.
3. Alignment: Due to the inter-temporal objective of the swarm, the agents intend to move in the similar direction.
We negatively reinforce actions proportionately to the summed cosine dissimilarity of the action vectors.
4. Survival: The agents receive a negative reward once the predator collides with one of the agents.
The overall global reward issued to the agents after each state transition is given by the sum over the individual objectives
normalized by the number of agents in the environment. By aggregating the reward signal over all agents it becomes
especially hard for the individual agent to distill his contribution or credit to the global reinforcement signal. Another
∗

Further implementational details can be found at https://github.com/RobertTLange/gym-swarm.

challenging aspect of designing a suitable virtual environment for the normative emergence of collective behavior
is the design of biologically plausible observations. The characteristics of such observations have to incorporate all
critical aspects of partial observability which we intend to model. The vision capabilities of each agent can be described
by a receptive field of dimensionality z × z. On the right-hand side of figure 1 we show an observation function
N
{ωi }N
i=1 ∼ O({si }i=1 ; z) which provides the agent with information about their dynamic surroundings. The agents
can differentiate between the different orientations of the cooperative agents as well as the adversarial predator.

Figure 1: Left. An action-perception loop for the proposed MARL swarm environment. Middle. 10 × 10 discrete grid swarm
environment with 9 agents and a predator. Right. 5 × 5 visual field/observations of the agents with orientation sensitivity.

Experiments. The following experiments intend to provide a first set of insights towards answering the following
questions: How does the information content encoded in the observations affect the learning with a global reward signal?
Are agents capable of diffusing their local credit from the aggregated reward signal? And finally, does curriculum
learning provide an efficient structure for learning different possibly competing objectives?

Figure 2: I-DQN 5 agents results (Mean +/- 2Std.). Left. Learning with global reward signals and different receptive field sizes.
Middle. Learning with agent-specific reward signals. Right. Curriculum Learning with different reinforcement signal compositions.

The left-hand side of figure 2 displays the learning dynamics (in terms of accumulative discounted episode reward) of 5
I-DQN agents in a 10 × 10 grid based on the global reinforcement signal and for different receptive field sizes. We
observe that global reward signals do not allow the agents to solve the temporal as well as inter-agent credit assignment
problem. A larger receptive field is not able overcome this. Local and agent-specific reinforcement signals, on the other
hand, allow the agents to the collective behavioral traits (see middle part of figure 2).
Due to the discontinuity in reward design we hypothesized that randomly initialized agents are incapable of stable
learning due to the additional complexity of not only learning their own contribution but also having to identify the
independent objectives which compose the reward signal. Therefore, we propose a curriculum learning [1] approach
which successively increases the complexity of the reward signal. Starting with a reward solely composed of the survival
objective, the reinforcement signal is adapted to include more complex objectives throughout the curriculum. Crucially,
the attraction and repulsion objectives are competing. Agents who learn the attraction objective unlearn behavior which
has to re-learned. 2
Outlook. We have introduced a discrete MARL environment which incorporates different normative objectives. Our
preliminary experiments highlight the necessity for smart design of observations and the right complexity of normative
reinforcements. Furthermore, we introduced a reward-based curriculum learning approach in order to support the
inter-agent temporal credit assignment solution. Ultimately, explicit communication is essential to the survival of any
living organism. We intend to extend our implementations by allowing for explicit communication [3, 2] and to analyze
the emergence of communication protocols.
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Please also view a dynamic visualization of the resulting swarm behavior: https://youtu.be/usXfhVXnAts.
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A

Reward Function Composition

Let d(., .) denote the Chebyshev distance (d(s1 , s2 ) = maxi |s1i − s2i |). Furthermore, let 1 ≤ δre < δat denote
integer-valued repulsion and attraction thresholds. The global reward function design is then the linear aggregation of:
Pn
Pn
1. Survival: R(s, a)surv = j=1 rsurvival = −10 × j=1 1si =spredator
Pn
Pn P
2. Attraction: R(s, a)at = j=1 rat (sj , s¬j ) = j=1 k6=j 1δre ≤d(sj ,sk )<δat
Pn
Pn P
3. Repulsion: R(s, a)re = − j=1 rre (sj , s¬j ) = − j=1 k6=j 1d(sj ,sk )<δre
j
Pn
Pn P
,ak )
4. Alignment: R(s, a)al = − j=1 ral (aj , a¬j ) = − j=1 k6=j 1−cos(a
2
R(s0 |s, a) =


1
R(s, a)at + R(s, a)re + R(s, a)al + R(s, a)surv
N (N − 1)

By aggregating the reward signal over all agents it becomes especially hard for the individual agent to distill his
contribution or credit to the reinforcement signal. Therefore, our experiments analyze the effect of learning based on
agent-specific contributions rat , rre , ral , rsurvival .

B

Experimental Details

All I-DQN experiments are based on the same Dueling DQN architecture [11] with the following hyperparameters:
Independent Dueling DQN - Multilayer Perceptron Hyperparameters:
Hyperparameter
Value
Hyperparameter
Value
Batchsize
32
# Hidden Layer Units
128
Learning Rate
0.005
# Hidden Layers
2
Momentum
0.05
Optimizer
RMSprop

The curriculum learning is structured as follows:
1. Ep. 1-1000 (survival only): R(s0 |s, a) =

1
N (N −1)

2. Ep. 1001-2000 (add. attraction): R(s0 |s, a) =

× R(s, a)surv

1
N (N −1)

3. Ep. 2001 - 3000 (add. repulsion): R(s0 |s, a) =
4. Ep. 3001 - 4000 (add. alignment): R(s0 |s, a) =

× (R(s, a)at + R(s, a)surv )

1
N (N −1)
1
N (N −1)
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× (R(s, a)at + R(s, a)re + R(s, a)surv )
R(s, a)at + R(s, a)re + R(s, a)al + R(s, a)surv



